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Overview

We compute the rational function solutions of n X n parametric linear systems Ax = b, where
the entries of A and b are polynomials in the parameters vy, ..., 1, by treating the solver as a
black box ®5 and interpolating each x; from its values using Kaltofen and Yang’s sparse rational
function interpolation algorithm with key subroutines coded in C++. This avoids the expression
swell that bottlenecks Lipson’s algorithm. At n = 12 our code 1s 310 x faster and Lipson runs out
of memory at n = 13.

Parametric linear systems

The entries of A and b are polynomials in the parameters yq, ..., ym. If det A # 0 the solutions
are rational functions in Q(yq, ..., ym). By Cramer’s rule then, x; = det AlD) / det A, where AlD)
replaces column ¢ of A by b.

A 3 x 3 symmetric Toeplitz example.

Y1 Y2 Y3 1
A= |y y1 ¥yl , b= 1],
Y3 Y2 Y1 1
Y1 — Yo Y1 — 2Y2 + y3

y? + y1y3 — 2y5 v+ y1y3 — 2y3

Notice det A = (y; — yg)(y% + Y1y3 — Qy%) and the factor (y; — y3) cancels, so the simplified
denominators are far smaller than det A. This is exactly the structure our method exploits.

Lipson’s fraction-free algorithm

Computer algebra systems solve Ax = b using some variation of fraction-free Gaussian elimina-
tionon B = [A|b] over R = Z[y1, . .., Ym)].

S1. Triangularize B with O(n?) multiplications and exact divisions. Then B, = + det A.

S2. Back substitute for y; = =+ det A in O(n?) operations. We then get z; = y;/Bnp =
det AU / det A.

S3. Remove the common factor, that is, h; = ged(y;, Bnn), fi = y;/h; and g; = By /h; which
gives 7; = fi/9; € Q(y1, ..., ym).

Lipson builds intermediate polynomials larger than det A and det AW from By, = det A =
num/B),_9,_2 we getnum = det A X B,,_9 ,,_».

Expression swell on 77,

T, 1s the n X n symmetric Toeplitz matrix in yq, ..., y,. For b = 1 the largest intermediate “num”
is far larger than the simplified solution. At n = 12 it is 236.6 X the size of det A and 14,875 x
the largest solution.

n 6 7 8 9 10 11 12
# det T}, 120 427 | 1628 | 6090, 23793 90296 | 350726
max # num | 1512 {9206 | 56007 | 345008 | 2122800 | 13284290 | 82990563

Swell 126 21.5| 344 56.6 89.2 147.2 236.6
max # f; 15| 52 78 267 430 1623 1623
max #¢; 32 56| 167 294 931 1730 5579

Swell = max #num/# det T,,.

Our idea: Interpolate the simplified x; = f;/g; directly from its values, avoiding the intermediate
expression swell entirely.
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The black box construction

The black box is a map B : F)" — F! taking a point « to the numeric solution of A(a)x =
b(cr) mod p. We interpolate x; = f;/g; from many such values, working modulo primes py, po, . . .
and combining with Chinese remaindering (CRT) + rational number reconstruction (RNR)
to recover the exact coefficients.

lp

o € M Given A,bin Z|y1, . .., Ynm) NS/
Solve A(a) x = b(ar) mod p

Each black box probe returns one numeric solution vector mod a prime p.

black_Box := proc(alpha::1list, p::prime)
A := Mod(p, L, alpha, integer([8]):
T := traperror (LinearSolve(p, A, 1)):
if T = "Matrix 1s singular" then return FAIL fi:
return convert (A[l..n, n+l1], list):
end proc:

The Kaltofen-Yang algorithm (KY)

To evaluate a solution h = f/g with ged(f, g) = 1 nearapointo € F)", pick random 3, . .., B, €
1, p — 1] and restrict to a line through o, that is,

A

() = f(x,ﬁg(a:—al)+02,...,5m(aj—01)+0m) _ ()

g(xa BQ(ZC R 01) T 02, .. 75771(33 — Ul) + Um) g(l’)

with g monic.

Then, notice T(o;) = h(o) and with D = deg f + degg we recover f,§ from D + 1 points
T'(aj) for j = 0,..., D by Newton interpolation followed by rational function reconstruction.

Repeating over many Ben-Or/Tiwari points ¢/ = (27 3 p;)) then lets us interpolate f and g

Why must the 5, be random? Making ¢ monic divides by its leading coefficient © =
gq(1, Bo, ..., Bm). The random 5; keep u # 0 so no degree is lost, with Pr|u = 0] < degg/(p—1)
by Schwartz-Zippel.

Sparse interpolation: Ben-Or/Tiwari (BOT)

Each uf and pg is a sparse polynomial f = §:1 a;M; recovered from its values. Set m; =

M;(2,3,5,...,pn) and A(2) = [[i_(z — my).

S1.v; = f(27,37,...,pp) = ;aim!, j=0,...,2t — 1.
S2. Get A(z) from the v; by Berlekamp-Massey ................................... O(t?
S3. Factor A\ over [F), (Cantor-Zassenhaus) — m; ............................. O(t2 logp

S4. Recover monomials M; fromthe m; ... ... .. i O(tD
SS. Transposed Vandermonde solve forthe a; ........ ... . ... ... i i i, O(t?

Good: Only 2t values of A are needed. Catch: Requires p > m;. S2, S3, S5 are coded in C++
for 63-bit primes and accessed through Maple’s FFI. S3 uses Cantor-Zassenhaus with C++ support
for 31.5-bit primes. CRT + RNR over several primes lifts to z; = f;/g; € Q(y1,...,ym). For
Toeplitz systems all g; agree up to a scalar so g 1s interpolated once.
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Benchmark: 7, Toeplitz systems

A =T, with (T);; = Yi—j|+1> b = 1 and one Intel Xeon Gold 6342 core (CPU seconds). KY
first wins at n = 8.

n 6 7 8 9 10 11 12 13 14
Lipson |0.036|0.128 | 0.728 | 3.741 | 53.06 | 384.5| 12678 oM NA
X 0.004 | 0.027]0.157 | 1.557| 15.44 | 196.7| 6425 — —
- 0.000 | 0.001 | 0.034 | 0.357| 4.45, 16.0| 1502 — —
ged 0.0320.100 | 0.537| 1.827 | 29.11 | 126.3| 4751 — —
KY 0.088 10.1340.498 | 1.366 | 3.025| 10.05| 39.56 | 181.1 877.1
interp | 0.039]0.051|0.261 | 0.594 | 1.404 | 3.638 | 16.85| 42.02 241.5
factor |0.002|0.0110.026 | 0.130| 0.353 | 2.308 | 6.181| 59.56 291.3
probe |0.016 | 0.0330.098 | 0.339| 0.582| 1.419| 6.391| 16.24 102.6
#probes | 768 | 1052 | 4124 | 10268 | 20508 | 49180 | 196636 | 458780 | 1835036

OM = out of memory, NA = not attempted.

At n = 12 the largest polynomial Lipson builds has 8.3 X 107 terms which is 14,875x the size
of the solution and KY 1s 310x faster. At n = 13 Lipson exhausts 128 GB of RAM while KY

finishes in 181 s.

Maple’s foreign function interface

The FFI calls C/C++ routines from Maple for speed, passing arrays of char, int, long, float
and double. The FFI call overhead itself 1s tiny, only 1-2 us per call so it 1s never the bottleneck.
The actual cost 1s for moving a polynomial across the boundary, that 1s, the C++ side works with
a flat array of 64-bit coefficients and exponents, while Maple stores a polynomial in its own POLY
data structure, e.g. 3z + 5z2 + 727 is

POLY x 3 7 2 5 1 3

Each interpolation therefore needs 2 conversions: (1) seq: Pack Maple’s POLY into the C++
coefficient/exponent array before the call (Maple — C++).

(2) add: Rebuild a Maple polynomial from the C++ result after the call via add on
SUMx 3 —+PRODx 25— PROD x 3 7 (C++ — Maple).

As the table below shows, these two conversions (seqg and add) can each exceed the C++ compute
time, so making them faster is where the speed 1s won.

_ 231

Below are timings (us, p — 1) for interpolating 7'(z) then reconstructing f/§:

Newton Rat. recon. Convert
deg f=degg |Maple C++ FFI|Maple C++ FFI| seq add
50 20.7 0.76 23] 383 1.10 3.6| 18.6 144

200 39.6 103 12.0| 934 545 7.7 53.8 25.7

80| 270.7 131.9 133.3| 444.5 49.2 52.2|207.7 72.9

320 | 3558 1951 1954 | 3703 656 659 | 887 237

C++ beats Maple; FFI overhead is a few us whereas conversion dominates.

Where the time goes. Conversion is only O(D) but with a large constant. seq iterates through
POLY and add builds a SUM of PRODs, both allocating and hitting Maple’s garbage collector.
The O(D?) C++ work dominates only asymptotically, so at the small D that KY needs it is the
conversion that hurts the most. At D = 5 it costs 33 us against 1.9 us of C++ work which 1s 17 %
more.
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